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Abstract

eBPF has become a widely used mechanism for extending
the Linux kernel, and recent standardization efforts resulted
in RFC 9669, the first eBPF ISA standard. However, eBPF still
lacks a formal ISA reference that is both executable and pre-
sented as an ISA-style document. This paper presents a Sail
formalization covering all 153 sequential instructions in the
Linux 7.1 eBPF interpreter. For the remaining 28 atomic in-
structions, it defines encodings, register effects, and memory-
effect annotations, but not a concurrent memory semantics.
From the same Sail source, we generate a human-readable
formal specification document and Rocq definitions. We also
provide a handwritten Rocq execution layer consisting of a
Rocq driver and a CompCert-backed runtime to execute the
generated definitions.

CCS Concepts: « Software and its engineering — Seman-
tics; Operating systems.
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1 Introduction

eBPF (extended Berkeley Packet Filter) [9] was introduced
into the Linux kernel in 2014 and has since become a key
mechanism for extending kernel functionality. It is now
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widely deployed in networking, observability, security mon-
itoring, tracing, and scheduling.

Despite its widespread adoption, eBPF still lacks a crucial
component: a precise reference specification with a math-
ematically rigorous semantics. Such a specification would
provide developers and researchers with a reliable founda-
tion for eBPF-related development, analysis, and deployment.
For many years, the absence of a standardized eBPF instruc-
tion set architecture (ISA) raised concerns among industry
stakeholders. For example, vendors interested in eBPF device
offloading, such as NVMe developers, expressed concerns
about long-term compatibility and specification stability [12].
To address these issues, the eBPF community undertook a
standardization effort between 2022 and 2024 [11]. This ef-
fort culminated in the publication of RFC 9669 [18], the first
official eBPF ISA specification and a major milestone in the
evolution of eBPF. However, because RFC 9669 is written in
natural language, some semantic details may remain open
to interpretation. In contrast, several modern languages and
platforms provide formal semantic specifications as part of
their official documentation, such as WASM [8].

Previous research has formalized parts of the eBPF se-
mantics using various formal methods and theorem provers.
Representative examples include Jitterbugs [14] and JIT-
synth [19], using the theorem prover Lean [7]. Other projects
use the theorem prover Rocq [5], including the certified RIOT-
OS eBPF virtual machine [20], the formal semantics of Solana
eBPF [22], CompCert-BPF, which extends the verified C com-
piler CompCert with an eBPF-like backend [16], and, more
recently, the formalization of the Linux eBPF sequential ISA
semantics [21]. The latter is the closest to our instruction
coverage and provides a mechanized operational semantics
in Rocq together with a trace-based validation workflow. Our
work is complementary: rather than replacing that seman-
tics, it uses Sail [3], a domain-specific language developed
by the REMS project!, as a single source for an executable
model, generated Rocq definitions, and an ISA-style specifi-
cation document. We therefore do not claim the first formal
semantics of Linux eBPF.

Meanwhile, the programming languages and formal meth-
ods communities have developed mature approaches for ISA

https://www.cl.cam.ac.uk/~pes20/rems/
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formalization and documentation. Sail is designed specifi-
cally for expressing ISA semantics in a precise and machine-
checkable form. It has been successfully applied to major
architectures, including x86, ARMv8-A, RISC-V, MIPS, and
CHERI-IoT. Notably, the Sail specification of RISC-V has been
adopted by the RISC-V Foundation. Despite its success, Sail
currently lacks a formal model of the Linux eBPF ISA.

In this work, we develop a formal specification of the
Linux eBPF semantics in Sail. Figure 1 summarizes our Sail-
centered workflow and its outputs.

ial Rocq

Handwritten Rocq Execution Layer

CompCert-backed
Runtime

Future work: >

Refinement Proof

Generated
Rocq Semantics

Previous
Rocq Model

Rocq Driver H

Linux eBPF | _
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| Backends |

Future work:
Concurrency Analysis

Figure 1. Overview of the Sail-centered workflow, including
its generated artifacts, handwritten components, and future
refinement and concurrency work.

Figure 1 distinguishes the handwritten and generated
parts of our workflow. We manually construct the Sail model
from the Linux interpreter and eBPF standardization doc-
ument. The Sail source generates Rocq semantics, which
is combined with a handwritten Rocq execution layer con-
sisting of a Rocq driver and a CompCert-backed runtime. It
also generates model information in JSON, which is com-
bined with handwritten AsciiDoc text containing Sail macros
to produce the specification document. The dashed paths
show future refinement against the previous Rocq model
and future concurrency analysis through the RMEM and Isla
backends. Generation keeps the derived artifacts synchro-
nized with the Sail source, but does not by itself establish
that the Sail model or the handwritten components agree
with Linux.

This paper makes the following contributions:

e We present an executable Sail model covering all 153 se-
quential instructions in the Linux 7.1 eBPF interpreter,
together with encodings, register effects, and memory-
effect annotations for the remaining 28 atomic instruc-
tions.

e From the same Sail source, we generate Rocq defini-
tions and a human-readable, ISA-style PDF specifica-
tion.

2 Preliminaries

This section provides the necessary background on Sail and
CompCert.
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2.1 Sail Language

Sail is a domain-specific language developed by the REMS
project for describing instruction set architectures. It pro-
vides readable ISA specifications while supporting executable
models and formal analysis. Its syntax is compact and close
to conventional pseudocode, making the resulting specifica-
tion accessible to users and suitable for review and mainte-
nance. At the same time, Sail provides a mature toolchain
for generating definitions for proof assistants such as Rocq,
Isabelle/HOL, and Lean, executable C and OCaml code, and
semantics-aware documentation. This allows a single specifi-
cation to serve as a readable reference, an executable model,
and a basis for mechanized proof.

2.2 CompCert

The CompCert C verified compiler [13] is a formally verified
compiler for a large subset of the C language, targeting archi-
tectures such as ARM, PowerPC, RISC-V, and x86. CompCert
is mechanized and verified in the Rocq Prover, ensuring
that the generated assembly code preserves the behavior
prescribed by the semantics of the source C program.

In our backend, we rely on the CompCert memory model
to give a precise semantics to eBPF memory operations. This
memory model specifies the behavior of operations over
memory states, including allocation, deallocation, reads, and
writes. A memory state m is organized as a collection of
blocks, where each block is an array of abstract bytes. Point-
ers are represented as pairs (b, i), where b is a block identifier
and i is a byte offset within that block. The model provides
several core operations, including Mem. alloc for allocation,
Mem. free for deallocation, Mem. load for reading from mem-
ory, and Mem. store for writing to memory.

3 eBPF Formalization in Sail

This section presents our formal definition of eBPF instruc-
tions in Sail, providing the semantic foundation for the pre-
cise specification developed later. We choose Linux 7.1 as
our authoritative reference, and there are 181 instructions
in total in Linux eBPF’s interpreter?. Our current formal-
ization covers all 153 sequential instructions in the Linux
eBPF instruction set. For the remaining 28 instructions in the
atomic instruction family, we provide some basic definitions
including encodings, decoded forms, value computation, reg-
ister writeback, and memory-effect annotations. We leave
the integration with a full weak-memory concurrency model
to future work.

Our eBPF formalization adopts the standard SOS (Struc-
tural Operational Semantics) style [15], which requires the
definition of the program state (also called a configuration,
in subsection 3.1), the top-level execution environment (in
subsection 3.2), and the semantics of each eBPF instruction

Zhttps://elixir.bootlin.com/linux/v7.1/source/kernel/bpf/core.c#L1786
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(in subsection 3.3). Additionally, we give an introduction on
the semantics of atomic instructions in subsection 3.4.

3.1 Program State

We begin with the eBPF program configuration, which con-
sists of register state, memory state, and auxiliary state.

Register State. The register state consists of a mapping
from each eBPF register identifier to its value. The modeled
registers include ten general-purpose registers (R0-R9), a
local stack pointer R10, an auxiliary register RAX, and the
program counter PC. We model RO-R10 and RAX as 64-bit
bit-vectors, since these registers store fixed-width machine
words. In contrast, PC is represented as a mathematical inte-
ger to simplify the semantics design.

register ro : bits(64)
register r10 : bits(64)
register rax : bits(64)
register PC : int

Memory State. Our semantics adopts a layered design
for memory. At the Sail level, registers store only 64-bit
concrete addresses, and memory operations are expressed
through abstract memory effects rather than through a fixed
concrete memory representation. These effects carry the
information needed by the backend to perform the access,
including the address, access size, and the access metadata
used for ordinary, acquire/release, and atomic read-modify-
write accesses.

Concrete execution uses a handwritten Rocq driver to-
gether with a CompCert-backed runtime. Within this run-
time, the memory implementation maintains a region map
from disjoint concrete address ranges to CompCert memory
blocks and delegates each legal eBPF memory access to the
corresponding CompCert operation, such as Mem.load or
Mem.store.

Auxiliary State. The auxiliary state contains three vari-
ables used to record the control state during execution.

e Forinternal calls, we define call_stack to store caller’s
registers.

e For tail calls, we need tail_call_count to check
whether tail call exceeds the maximum allowed num-
ber, and current_code_id to fetch correct code.

3.2 Execution Environment for the Sail Model

We now explain the semantics of the eBPF execution environ-
ment, which involves all the machinery used for executing
eBPF programs. Executing an eBPF program consists of two
phases: (1) constructing the initial execution state and (2)
executing the program from that state.

3.2.1 State Initialization. The initial execution environ-
ment consists of two parts: the initial machine state and
several static inputs.
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Register Initialization. Before execution starts, PC is set to
zero, R1 is initialized to a pointer to the eBPF context, and
R10 is initialized to a pointer to the top of the eBPF local
stack. All other registers are initialized to zero.

Memory Initialization. The memory accessible to an eBPF
program is initialized from a collection of memory regions.
Each region is described by its type, concrete base address,
size, and initial byte contents. Region types include the eBPF
context, the local stack frame, packet data, and eBPF map
values. For example, each value in a BPF_MAP_TYPE_HASH
map is represented as a separate memory region.

Auxiliary State. The auxiliary execution state is initialized
as follows: call_stack is an empty list, tail_call_count
is zero, and current_code_id points to the main program.

In addition to the initial machine state, execution also
depends on several static inputs.

Program Code. For simplicity, our formalization represents
the eBPF program code as abstract lists rather than as mem-
ory blocks. The program code comprises two parts: the in-
struction sequence of the main eBPF program and a jump
table for tail calls. The instruction sequence is a list of bytes.
The jump table maps integer code identifiers to instruction
sequences. A tail-call instruction first queries an eBPF map
of type BPF_MAP_TYPE_PROG_ARRAY to obtain a code identi-
fier. It then uses this identifier to fetch the target instruction
sequence.

Host Endianness. The host endianness is provided as a
static input because it affects both the decoding and exe-
cution of eBPF instructions. In the instruction encoding,
the dst_reg and src_reg fields are arranged differently on
little-endian and big-endian hosts, and some instructions (i.e,
byte-swap) also have endian-dependent semantics.

Tail-call Limit. Following the Linux kernel®, we set the
maximum number of tail calls to 33.

3.2.2 Program Execution. After initialization, the pro-
gram is executed by the Sail function run_program, which re-
peatedly invokes step_program under the given step bound.
In each step, step_programselects the current instruction se-
quence, fetches the instruction at PC, decodes it, and invokes
the corresponding instruction semantics through execute,
which is described in subsection 3.3.

The execution result of one step is represented by the
Sail datatype ExecutionResult, which can either indicate
normal continuation (Success, for most eBPF instructions),
terminate execution (e.g., for the eBPF Exit instruction), or
request runtime handling (e.g., for internal and tail calls).

3.3 Instruction Definition in Sail

In Sail, the formalization of an instruction follows a modular
three-step structure: defining its abstract syntax, specifying
its bidirectional binary encoding and decoding, and imple-
menting its execution semantics. We illustrate this workflow

3https://elixir.bootlin.com/linux/v7.1/source/include/linux/bpf.h#L2262
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using BPF_SDIV32, which performs 32-bit signed division
and stores the result in the destination register.

First, an eBPF instruction is introduced into the global
instruction datatype, called union clause in Sail.

union clause instruction =
BPF_SDIV32 : (src_kind, regidx, regidx, imm32)

For the BPF_SDIV32 example, the union clause contains
four fields: src_kind, which determines whether the source
operand is a register (SRC_X) or an immediate (SRC_K); two
register indices for the destination and source registers; and
a 32-bit immediate value.

Second, the abstract instruction is related to its concrete
machine-code representation. Sail’s mapping clause defines
such a bidirectional relationship, written using <->, between
an AST constructor and its binary encoding. The concrete
encoding depends on the host endianness [18]; for brevity,
we only show the little-endian form here.

For the register-source form of BPF_SDIV32, the mapping
is defined as follows:

mapping clause encdec = BPF_SDIV32(SRC_X, dst, src,
0x0000_0000) <-> 0x0000_0000 @ 0x0001
@ encdec_reg(src) @ encdec_reg(dst)
@ encdec_alu_code(DIV) @ encdec_src_kind(SRC_X)
@ encdec_alu_class(ALU32)

Here, the @ operator concatenates bit-vector fields. From
the least significant bit to the most significant bit, the little-
endian encoding can be read from right to left as follows:

e Opcode (bits 0-7): The opcode is composed of the in-
struction class, source mode, and ALU operation. For
the register-source form of BPF_SDIV32, the opcode
is @x3c: ALU32 contributes 0x04, SRC_X contributes
0x08, and DIV contributes @x30. The corresponding
immediate-source form uses SRC_K and therefore has
opcode 0x34. Auxiliary mappings translate these defi-
nitions into bit-vectors.

e Registers (bits 8—15): These fields encode the desti-
nation and source registers. In the little-endian form
shown above, encdec_reg(dst) and encdec_reg(src)
correspond to the dst_reg and src_reg fields, respec-
tively.

e Offset (bits 16—31): The constant @x0001 occupies the
offset field and distinguishes signed division (i.e., bit[16]
= 1) from unsigned division (i.e., bit[16] = 0).

o Immediate (bits 32-63): The constant 0x0000_0000
occupies the immediate field, which is unused in this
register-source form.

Finally, the operational semantics is defined as a function
clause of the execute function. When the interpreter en-
counters a BPF_SDIV32 instruction, it pattern-matches the
corresponding AST node and executes the following seman-
tic rule, with some auxiliary functions inlined for readability:
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function clause execute BPF_SDIV32(srck, dst, src, imm) = {
// 1. Read the data.
let dst_v : bits(64) =
let src_v : bits(64) =
SRC_X => X(src),
SRC_K => zero_extend(imm),
b
// 2. Operate on the data.
let out : bits(32) = {
let d_s = signed(dst_v[31 ..
let s_s = signed(src_v[31 ..
if s_s
then 0x0000_0000
else if (s_s -1) & (d_s == alu32_signed_min())
then to_32bits(alu32_signed_min())
else
to_32bits(tdiv_int(d_s, s_s))

X(dst);
match srck {

01);
el);

b

// 3. Write the result.
X(dst) = zero_extend(out);
PC = PC + 1;

SUCCESS

3.4 Atomic Instructions

The eBPF atomic instruction family requires special treat-
ment because its members have concurrency-relevant mem-
ory effects. We therefore separate its semantics into two parts.
In Sail, we focus on declaring the behavior of these atomic
instructions using a set of uninterpreted functions. We leave
the remaining aspects (e.g., underlying concurrency mem-
ory model and the concurrent execution of these externally
uninterpreted functions) for future work.

The current Linux eBPF ISA has two kinds of atomic in-
structions. The first comprises atomic read-modify-write
(RMW) operations, including add, or, and, xor, their fetch
variants, xchg, and cmpxchg. The second comprises acquire
loads and release stores.

Our Sail model describes the arithmetic and register effects
of atomic instructions. Memory effects, however, are emitted
through Sail’s concurrency memory interface, following the
same architecture used by the Sail RISC-V model [3]. The
eBPF model uses 64-bit concrete addresses and attaches two
kinds of metadata to each memory effect: (1) AV (Access
Variety) identifies the kind of memory action, either a plain
load/store (AV_plain) or an atomic read-modify-write access
(AV_atomic_rmw); and (2) AS (Access Strength) identifies the
ordering strength, either a normal access (AS_normal) or
an acquire/release access (AS_rel_or_acq). The following
table summarizes how these accesses are classified by the
concurrency memory interface.

plain load/store +— (AV_plain, AS_normal),
atomic RMW access — (AV_atomic_rmw, AS_normal),
load-acquire/store-release — (AV_plain,AS_rel_or_acq).

The memory effect’s metadata provides the interface through
which future concurrency backends can distinguish plain
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accesses, atomic RMW accesses, and acquire/release accesses.
This follows the same approach as the reference Sail RISC-V
model, where the Sail ISA semantics can be connected to
RMEM [17] for operational relaxed-memory exploration and
to Isla [4] for axiomatic concurrency analysis. A complete
concurrent semantics for eBPF would still need to relate
these effects to Linux kernel’s concurrency primitives, for
example through an LKMM-style axiomatic treatment [1]
or an operational model. In either case, it would need to
specify the ordering imposed by acquire/release instructions,
and how the read and write effects of a single atomic RMW
instruction are grouped into one indivisible update. The cur-
rent Sail annotations provide the events to be interpreted, but
do not by themselves define this full concurrent behavior.

4 Formal Specification for eBPF ISA

Sail offers a major advantage: we can automatically generate
human-readable specification documents from a formal ISA
model. We leverage this feature to produce a formal eBPF
ISA specification directly from our Sail model.

Such a specification typically comprises a collection of
entries, one for each eBPF instruction. To keep the speci-
fication concise, we group instruction variants that differ
only in whether the source operand is an immediate value
or a register. Consequently, each instruction entry is a tuple
(Id, Desc, Enc, Ope):

e Idisastring that names the instruction, e.g., BPF_SDIV32.

It derives directly from the instruction name in the
eBPF union clause.

e Desc is a set of paragraph strings. These paragraphs
record the instruction’s general behavior, and notes
about any special corner cases, as well as verifier and
JIT-related information.

e Enc consists of one or more encoding diagrams. These
diagrams graphically represent the encoding format
for different source operands. They are extracted from
the corresponding Sail mapping clauses.

e Ope always includes an operation section generated
from the Sail execute clause of the instruction. For
most instructions, this operation component fully de-
scribes the instruction behavior. For atomic instruc-
tions, we additionally provide informal semantics to
describe the Linux behavior behind it.

Figure 2 illustrates this generation process for BPF_SDIV32.
The left-hand side shows the complete Sail definition dis-
cussed in subsection 3.3, while the right-hand side shows
the corresponding generated specification entry. The docu-
mentation comment is rendered as the description, the two
mapping clauses produce the immediate-source and register-
source encoding diagrams, and the execute clause produces
the operation section. The union clause only defines the
abstract instruction constructor and therefore has no direct
counterpart in the generated document. For readability, the
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figure places the documentation comment at the top of the
Sail code; in the actual source, it is attached directly to the cor-
responding execute clause. The generated operation section
also expands helper functions called by execute, making
the displayed semantics self-contained.

The formal specification is generated in several steps. First,
we run ‘sail --doc’ to produce a JSON file containing the
information extracted from the Sail model. We then use an
AsciiDoc file to assemble the generated components into the
desired document structure. Finally, we use the Asciidoc-
tor toolchain together with Sail’s Asciidoctor plugin [2] to
generate the final PDF document.

The encoding diagrams and operation sections are gener-
ated from the same Sail definitions used for execution, which
reduces the risk that these artifacts diverge. This shared-
source relationship does not extend to the manually written
descriptive text.

5 Discussion

In this section, we discuss several limitations and directions
for future work. We first discuss further validation of our
semantics in subsection 5.1. We then use shift semantics as
a case study of divergence between the specification and
implementations in subsection 5.2. Finally, we discuss how
helper-function semantics could be formalized on top of our
current model in subsection 5.3 and summarize the model’s
maintenance process in subsection 5.4.

5.1 Validation of Semantics

Our current evidence consists of Sail type checking, the
model’s executability on concrete eBPF programs, and man-
ual comparison with the interpreter and RFC 9669 during
model construction. Sail type checking confirms that the
model is well typed, executability makes the semantics in-
spectable on concrete programs, and manual comparison
helps identify transcription errors. Taken together, these ac-
tivities provide initial confidence in the model, but they do
not constitute independent, systematic validation or estab-
lish semantic agreement with Linux. A direct next step is
to run the BPF Conformance suite [10] on our executable
model to check supported instructions. Complementary vali-
dation could reuse the trace-based workflow [21] to compare
states produced by our model with interpreter traces. Beyond
testing, a longer-term direction is to prove a refinement or
equivalence theorem relating our Sail sequential semantics—
extracted to Rocq—to their Rocq semantics.

5.2 A Shift-Semantics Divergence Case Study

Register-based shifts (LSH, RSH, and ARSH) illustrate a diver-
gence between the specification and implementations. RFC
9669 defines these instructions as using a mask on the shift
amount (64-bit shifts use @x3f, and 32-bit shifts use 0x1f),
and the Linux eBPF interpreter follows this definition by
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Sail Code of BPF_SDIV32

i % Divides the low 32-bit destination value by the signedi
i * 32-bit source operand and zero-extends the result. 1
I

' * Notes:

1 % - Division by zero produces zero, and signed-min !
E * divided by -1 produces signed-min to avoid overflow. :
H) :

regidx, regidx, imm32)

Al : iDescription

BPF_SDIV32 ’Generated Formal Specification Document

] Divides the low 32-bit destination value by the signed 32-bit source operand and zero-extends
H———P  theresult. :
! Notes: :
« Division by zero produces zero, and signed-min divided by -1 produces signed-min to avoid
overflow. :

3231 1615 1211 87 432 0

mapping clause encdec = BPF_SDIV32(SRC_K, dst, RegIdx(0),
i oimm) > imm @ ©x0001 o j‘

@ encdec_reg(RegIdx(0)) @ encdec_reg(dst)
@ encdec_alu_code(DIV) @ encdec_src_kind(SRC_K)
@ encdec_alu_class(ALU32)

163

:Encoding, register source

‘0000000000000001‘0000‘ dst ‘0011‘0‘100‘
4 4 4..1..3

3231 1615 1211 87 432 0 |

mapping clause encdec = BPF_SDIV32(SRC_X, dst, src,
' 0x0000_0000) «— 0x0000_0000 @ 0x0001

@ encdec_reg(src) @ encdec_reg(dst) [
@ encdec_alu_code(DIV) @ encdec_src_kind(SRC_X)
@ encdec_alu_class(ALU32)

3‘00000000000000000000000000000000‘0000000000000001‘ src ‘ dst ‘0011‘1‘100‘
' 32 16 4 4 4 1 3

{Operation
function clause execute BPF,SDI\ISZ(SF&(NV: src_kind, .
i dst : regidx, src : regidx, imm : imm32) = { ] let dst_v :
let dst_v : bits(64) = X(dst); 2 N N
pC 2 PC + 1; H PC = PC +1;
SUCCESS : SUCCESS

bits(64) = X(dst);

Figure 2. BPF_SDIV32 in the generated specification document. Details of the operation code are omitted.

explicitly masking the source operand before performing the
shift.*

In contrast, various eBPF JIT backends lower these instruc-
tions directly to native shifts without emitting an explicit
masking operation. The resulting behavior therefore depends
on the target ISA. This agrees with RFC 9669 when the na-
tive ISA applies the same mask, but it can produce observ-
able differences on architectures with different out-of-range
shift semantics, such as ARM32° and PowerPC?. A historical
kernel discussion documents that kernel developers delib-
erately chose not to insert extra masking instructions in
JIT-generated code because of performance concerns [6].

Our Sail reference model follows the masked semantics
documented in RFC 9669. We therefore treat this behavior
as a known specification/implementation divergence rather
than a newly discovered kernel defect. Whether JIT backends
should enforce the documented semantics, or whether the
specification should instead permit architecture-dependent
behavior for out-of-range shifts, remains an engineering and
standardization question.

5.3 Formalizing Helper Functions

Linux eBPF supports two major classes of kernel functions
callable from BPF programs:

4https://elixir.bootlin.com/linux/v7.1/source/kernel/bpf/core.c#L1828

SFor example, an out-of-range left shift sets all result bits to zero on ARM32.
See https://developer.arm.com/documentation/dui0473/m/arm-and-
thumb-instructions/shift-operations.

®For example, PowerPC word shifts exhibit periodic behavior: depending on
the shift count, an out-of-range left shift may either produce zero or behave
like a masked shift. See https://www.ibm.com/docs/en/aix/7.3.0?topic=set-
slw-sl-shift-left-word-instruction.
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1. 211 predefined BPF helper functions’, identified by
static BPF_FUNC_x IDs and called by a CALL instruction
with src_reg == 0.

2. BTF-ID-based kernel functions (kfuncs), which are an-
notated with __bpf_kfunc, registered in BTF kfunc ID
sets, and called by a CALL instruction with src_reg ==
2. Unlike predefined helpers, the set of available kfuncs
is open-ended and depends on the kernel version and
configuration.

In this work, we do not implement an effect handler for
eBPF helper calls. The main reason is that helper calls are
not merely internal computations in eBPF local stack and
registers. Most helpers interact with external objects, such
as BPF maps, BPF contexts, packet buffers, sockets, etc.

Our current model provides partial support for such ex-
ternal state on the Rocq side. In particular, we define a
generic record for BPF map objects, containing the map
identifier, concrete address, map type, key size, value size,
maximum number of entries, and map contents, although
we currently instantiate it only for array maps, hash maps,
and program-array maps. Similarly, the BPF context is not
modeled as a separate semantic object, but as an entry in
the existing region map. This infrastructure provides a use-
ful starting point for formalizing helpers such as bpf_map_
lookup_elem, bpf_map_update_elem,and bpf_map_delete
_elem; however, supporting the full helper interface would
require additional state components, such as packet state,
socket state, as well as oracles for time, randomness, and
other environment-dependent values.

"https://elixir.bootlin.com/linux/v7.1/source/include/uapi/linux/bpf.h#L5
904


https://elixir.bootlin.com/linux/v7.1/source/kernel/bpf/core.c#L1828
https://developer.arm.com/documentation/dui0473/m/arm-and-thumb-instructions/shift-operations
https://developer.arm.com/documentation/dui0473/m/arm-and-thumb-instructions/shift-operations
https://www.ibm.com/docs/en/aix/7.3.0?topic=set-slw-sl-shift-left-word-instruction
https://www.ibm.com/docs/en/aix/7.3.0?topic=set-slw-sl-shift-left-word-instruction
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https://elixir.bootlin.com/linux/v7.1/source/include/uapi/linux/bpf.h#L5904
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5.4 Maintaining the Model

The present model is versioned against Linux 7.1 rather than
automatically synchronized with mainline Linux. Updating
it for a new release requires comparing the interpreter and
ISA documentation, then revising the affected Sail clauses.
The Rocq definitions and specification document must sub-
sequently be regenerated and reviewed. Using a single Sail
source avoids separately editing the executable semantics
and derived artifacts, but it does not remove the need for
manual semantic review. As future work, we plan to explore
tooling that translates relevant changes in kernel C code
into candidate updates to the Sail model, with the generated
changes still subject to semantic review. We have not yet
measured the maintenance effort across kernel releases.

6 Conclusion

This paper presents an executable Sail formalization cov-
ering all 153 sequential instructions in the Linux 7.1 eBPF
interpreter. For the remaining 28 atomic instructions, the
model defines encodings, register effects, and memory-effect
annotations, but not a concurrent memory semantics. From
the same Sail source, we generate Rocq definitions and a for-
mal specification document. This shows that Sail can serve
as a practical foundation for both executable eBPF seman-
tics and an ISA-style specification. The Sail model and the
generated specification document are available at:

https://github.com/OpenSourceVerif/sail-ebpf/tree/ebpf26-
artifact
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